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CopepraHue

 BBepeHue B pacnpepeneHHoe obyyeHne HEUPOHHbIX CeTEN
 Cnocobbl napannenmsaunm

e TpoKKM M Noaxoabl o1 YCKOPEHMA npoLecca

* Peanusauuns Bo dpenMBOpKax MalUMHHOIo 0by4yeHus

e [locnegHue pesynbTaThl

e [lporHosebl




[ny6okoe oby4yeHune [ Deep Learning
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Complex Networks with billions of parameters can take days to train on a modern processor

Hence, the need to reduce time-to-train using a cluster of processing nodes

http://arxiv.org/pdf/1511.06909v5.pdf



http://arxiv.org/pdf/1511.06909v5.pdf

BBeneHue B pacnpeaeneHHoe obyyeHne HEUMPOHHbIX CETEN

o Ob6y4yeHMe HEMPOHHbIX CETEN ANUTENBbHbIN MNPOLECC:

e BblumncnutenbHaa cnoxHocTtb Ao 100+ ExaFLOP (1 ExaFLOP =p 1t
onepauunn);

* [MnkoBas NpomM3BOANTENBHOCTb OAHOIO Y3/1a — €AVHULbBI U AECATKMU
TeraFLOPS (1 TF = p 11 op/sec);

* [lnkoBas Npon3BOAUTENBHOCTb KpynHenwmnx HPC KnacTepoB - AecaTku
PetaFLOPS (1 PF = p 11 op/seq).

* NccnepoBaTenbcKkaa paboTa MOXKeT TpeboBaTb MHOMOKPATHbIX MOMbITOK
TPEHUPOBKN CETU C PA3IUYHBLIMU NApPaMETPAMMU.

*« 3KI'XC Kbfkbb3kpBHHKEBBXKEBb PMK35365335K




BBeneHue B pacnpeaeneHHoe obyyeHne HEUMPOHHbIX CETEN

* Forward propagation: Bbluncnsem 3HayeHume l0ss-GyHKLNM Ha OCHOBAHUW TEKYLLMX BECOB U
BXOJQHOIo MMHNOATY;

* Backward propagation: Bbluncnsem rpagmeHTbl OLMOKKM MO OTHOLIEHMIO K BECaM A9 BCeX C/I0EB

ceTu;

*  Weights update: ncnonb3yem Bbl4MCNEHHbIE TPAANEHTDI A1 OOHOBNEHMS BECOB CETU;
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Cnocobbl napannennsaunm
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Cnocobbl napannennsaunm

o [Mapannennsm No faHHbLIM:
o Kaxabin BblYNCAUTENBbHbIN Y3€/1 COLEPHKUT KOMUIO MOAENMN;
o Kaxabin BblYNCAUTENbHbBIW Y3€1 NONAYyYaeT CBOW KYCOK BXOOHbIX OAHHbIX;

* KOMMyHMKaLUMA HeobxoanMa ANs ycpegHeHNA NoNyYeHHbIX Ha KaXKaoM

y3/1e FPafMeHTOB; o
I w Output or
e [MaTTEepPHbI KOMMYHUKALUK Input aata Weights activations
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Cnocobbl napannennsaunm

e [lapannennsm no Moaenu:
 Mopgenb pa3bmBaeTca NO BbIYUCANTENIbHBIM Y31aM;
o Karkgbin y3en nonyyaeT KOMMIO BXOAHbIX OAaHHbIX;

* KOMMYyHMKaUMA A8 YAaCTUYHbBIX aKTUBALUW;
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Cnocobbl napannennsaunm

 MbpUaHLIN Napannennsm:
e PasbuBaeM y3sbl Ha rpynmnbl;

e MogaenbHbIN Napanaennsm BHyTpu rpynm;

Node

* [lapannenusm no gaHHbIM MexXay
rpynnamu;

e BKAOYaEeT B ce6a KOMMYHUKALMIO KaK Mo
rpagueHTaM, Tak M N0 aKTUBALMAM C/IOEB;

Activation
transfer
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Cnocobbl napannennsaunm

e Kakoun Tnn BblbpaTh?
 MopenbHbIN: YNCNO FPAANEHTOB CYLLECTBEHHO H6ObLUE YNCAA aKTUBALUN;
* [Mlapannennsm no gaHHbIM B 06paTHOM C/yyae;

e C POCTOM HYNCna y3/10B COOTHOLWEHNE HYNCI1a aKTVIBaLI,VIﬁ N rpagneHToB Ha
KaXOoOM y3/1€ USBMEHAETCA,

intel‘ . 12




Cnocobbl napannennsaumm

e [loTeHuManbHbIE I'Ip06}'leMbIZ

 CunbHOE yMEeHbLEHMNE OQHOWN N3 PAa3MEPHOCTEN TEH30PA MOXKET NOBANATD
Ha 3G PEKTUBHOCTb BbIYUC/IEHWUN; }KENATENBHO YBENNYMBATL pa3Mep
MUHMNOATYA.

* VI3MeHeHUe pa3Mepa MUHMBaTHA 06bLIYHO TpebyeT nogbdopa HOBbIX
rmnepnapameTpos. A

Performance

Validation Error

Minibatch Size * Image is adapted from [3]




Cnocobbl napannennsaunm

e  CWMHXPOHHbIN SGD:
*  CMHXpOHM3aUMSA Ha KaXXA0M nTepaumnm
* DKBuBaneHTeH SGD Ha 0gHOM y3/1e C NPONoOpUUOHaNbHO 601bWKM pa3MepoB 6aTya

e B 3aBMCMMOCTM OT TpeboBaHMM MoXeT ucnonbsoeatb AllReduce nnm PS (napameTtp
cepsep)

Agent 1 W(T) Synchronization Sync.
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* Images are adapted from [3]




Cnocobbl napannennsaunm

*  ACUHXpPOHHbIN SGD:

* B Teopuun npoue MacwTabmpoBaTb TaK Kak HET ABHOM
CUHXPOHM3ALMN MEXKAY Y3naMun

¢ Ha npaKkTuke 4acto TpebyeT 60/blue BPpEMEHN Ha CXxOAMMOCTL  Agent1

e TpyAHOCTU C MONCKOM CTAaBUNbHbBIX FTMNep-napamMeTpoB . W®

e MoeT bbITb XOopownM BapUaHTOM ONA reteporeHHoro

OKPYKeHUA Agentm

* MHOXeCTBO nccneoBaHnn, CBA3AHHbIX C peleHnemM npobaemel
‘ycTapeBaHuma” rpagmeHToB

* Image is adapted from [3]




Cnocobbl napannennsaunm

e [MO6PUOHBIN CUHXPOHHbBIN/ACUHXPOHHbIN SGD:
*  CUHXPOHHbIN BHYTPMU Fpynn, aCUHXPOHHbIN MeXKAy rpynnamm

* Intel, NERSC un Stanford B coBMecTHOM paboTe 3amMawTabupoBanm 2 =

Hay4HbIX Moaenn go 9600 BbIYMCIUTENIbHbIX Y3/10B T
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* Images are adapted from [1]




TPpHOKKM U Nogxoabl 414 yCKOpeHMAa npoLecca

* DbdEeKTUBHbIN BbIOOP aNnropmTMa KOMMYHUKALMMU:

Parameter Server Butterfly All-reduce Ring All-reduce

intel' \ 17




TPpHOKKM U Nogxoabl 414 yCKOpeHMAa npoLecca

[MpaBuAbHbIN BbIGOP Napanienmsma

YBenmyeHme MmnHnbaTtya

[NepeKpbiTME KOMMYHUKALWUN C OCHOBHbIMW BbIYUCIEHNAMM
MprnopunUTMU3aLna KOMMYHUKALMN HA KPUTUYECKOM NYTH

Alltoall

CoKpaleHue pasMepa nepenaBaeMblX AaHHbIX

FORWARD
PROPAGATION

Allreduce | p |  Allreduce | p | ==sss

https://github.com/intel/MLSL

BACK

PROPAGATION

Alltoall



https://github.com/intel/MLSL

Peannsayma Bo ppenMBOpPKax MaLMHHOIO O0b6y4YeHUS

e Tensorflow:
 Horovod - napannennsm no gaHHbIM
e TF mesh - Bce Buagbl napannennsma
e Intel (R) distribution of Caffe:
e Bce Buabl napanienmsma
e MXNet:
e [lapannenmsm no gaHHbIM
* Intel (R) Ngraph:

e B gaHHbIN MOMEHT NMoAAep*KMBaAET NapanieNIn3mM rno JaHHbIM




HeKoTopble pe3ynbTaThl

i I
* SURFSara used Intel Caffe and MLSL to achieve ~40 Deep Learning at 15PF!

minutes TTT for ResNet50 (768 Xeon SKX) Deep Learning Applied to Science Problems in
https://arxiv.org/pdf/1711.04291.pdf High Energy Physics and Climate Simulation

Novel Hybrid Parameter Scheme

* UC-Berkeley, TACC, and UC-Davis achieved 11

Highest Performance and Scaling Reported for

minutes TTT for AlexNet (1024 Intel Xeon) and 31 Deep Learning To Date:
minutes for ResNet50 (1600 Intel Xeon) 15 PF peak, sustained 13.27 PF on 9K Cori nodes * .. ,
https://arxiv.org/abs/1709.05011 NERSC-STANFORD-INTEL COLLABORATION *

° LBN L, Stanfo rd1 N ERSC and Intel demonstrated Deep to 1000s of Xeon and Xeon Phi nodes: benchmarks and science apps

Learning scaling with 9.6K nodes

https://arxiv.org/abs/1708.05256 ResNet50 128 nodeswith Xeon Patinum8124M/  ntel®)
8 IntelR) Corporation 32555 NA  9302%  144GB/36Cores(AmazonEC2  Optimized
. . source [c5.18xlarge]) Caffe
* Amazon cloud trains ResNet-50 in 3 hours and 25
. . ResNet56 128 nodes with Xeon Platinum 8124M/  Intel(R)
mins using 128 nodes of C5.18xla rge Intel Xeon on $ IntellR) Corporation 33147 NA  9311%  144GB/36Cores(AmazonEC2  Optimized
urt [c5.18xlarge]) Caffe
Ethernet o
ResNet50 64 nodes with Xeon Platinum 8124M / Intel(R)
https://dawn.cs.stanford.edu/benchmark/ImageNet/tr Intel) Corpration 60950 NA  %305%  144GB/36CoreslAmazonEC2  Optimized
. urce [c5.18xlarge]) Caffe
ain.html -
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https://arxiv.org/pdf/1711.04291.pdf
https://arxiv.org/abs/1709.05011
https://arxiv.org/abs/1708.05256
https://dawn.cs.stanford.edu/benchmark/ImageNet/train.html

[1PpOrHO3bI:

* YayJuweHHble TEXHUKN Noabopa
napamMeTpoB Npu 0byyeHuu C
601bWNMUN MUHMBATYAMMU

%\QC‘ exponent fraction
e Tunbl AaHHbIX MOHUXKEHHOM 2o o
TO‘-IHO?TM (fp16, bfp16. etc) o e ero-see |5 €€ €] €€ e [mw]w]wu]m]mlw]
P15, bIp 1o, ] 0 8 bits 23 bits
. Keatrusatums v Kommpeccs 0% (ST €€ € € € €] o [ fu - T
5 bits 10 bits
rpafleHToB float1é (slefejeje e[mim{m[mfmimmimulm]

range: ~5.9e % to 6.5e*

e PocTt BaxXHOCTM oNnTUMM3aLUUN
KOMMYHMKaLMK C POCTOM https://cloud.google.com/tpu/docs/bfloat16

BbIYNCANTENBHON MOLLHOCTH
nHanBuayanbHbix y3nos — federated
learning

intel‘ . 21



https://cloud.google.com/tpu/docs/bfloat16

Pe3oMe:

e PacnpeneneHHoe obyyeHMe NO3BOAET COKPATUTL BPpeMSA pa3paboTKu
NPOAYKTA 1 BbIBECTU €ro Ha PbIHOK pPaHbLUeE.

* PeannsoBaHoO BO BCex NoNynapHbIX ppeMMBOpPKaX MALLMHHOIO 0by4eHns n
NPOCTO B MCMNONb30BaHUM (MpU TPEHMPOBKE Ha npoueccopax Intel
NCMONb3yNTE BEPCUN, ONTUMUBUPOBAHHbIE Nog, |A).

e OTAMYHas MacwTabupyeMoCcTb MHOMMX 3a4a4 Ha npoueccopax Intel (kak B
obnake, TaK 1 B gaTaueHTpe).

intel‘ . 22
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Legal Disclaimer & Optimization Notice

Software and workloads used in performance tests may have been optimized for performance only on Intel microprocessors. Performance
tests, such as SYSmark and MobileMark, are measured using specific computer systems, components, software, operations and functions. Any
change to any of those factors may cause the results to vary. You should consult other information and performance tests to assist you in fully
evaluating your contemplated purchases, including the performance of that product when combined with other products. For more complete
information visit www.intel.com/benchmarks.

INFORMATION IN THIS DOCUMENT IS PROVIDED “AS IS". NO LICENSE, EXPRESS OR IMPLIED, BY ESTOPPEL OR OTHERWISE, TO ANY
INTELLECTUAL PROPERTY RIGHTS IS GRANTED BY THIS DOCUMENT. INTEL ASSUMES NO LIABILITY WHATSOEVER AND INTEL DISCLAIMS
ANY EXPRESS OR IMPLIED WARRANTY, RELATING TO THIS INFORMATION INCLUDING LIABILITY OR WARRANTIES RELATING TO FITNESS
FOR A PARTICULAR PURPOSE, MERCHANTABILITY, OR INFRINGEMENT OF ANY PATENT, COPYRIGHT OR OTHER INTELLECTUAL PROPERTY
RIGHT.

Copyright © 2019, Intel Corporation. All rights reserved. Intel, the Intel logo, Pentium, Xeon, Core, VTune, OpenVINO, Cilk, are trademarks of
Intel Corporation or its subsidiaries in the U.S. and other countries.

Intel’s compilers may or may not optimize to the same degree for non-Intel microprocessors for optimizations that are not unique to Intel
microprocessors. These optimizations include SSE2, SSE3, and SSSE3 instruction sets and other optimizations. Intel does not guarantee the
availability, functionality, or effectiveness of any optimization on microprocessors not manufactured by Intel. Microprocessor-dependent
optimizations in this product are intended for use with Intel microprocessors. Certain optimizations not specific to Intel microarchitecture
are reserved for Intel microprocessors. Please refer to the applicable product User and Reference Guides for more information regarding the
specific instruction sets covered by this notice.

Notice revision #20110804



https://software.intel.com/en-us/articles/optimization-notice
http://www.intel.com/benchmarks

Disclosures

Intel Technology and Manufacturing Day 2017 occurs during Intel’s “Quiet Period,” before Intel announces its 2017 first
quarter financial and operating results. Therefore, presenters will not be addressing first quarter information during
this year's program.

Statements in this presentation that refer to forecasts, future plans and expectations are forward-looking statements
that involve a number of risks and uncertainties. Words such as “anticipates,” “expects,” “intends,” “goals,” “plans,”
“believes,” “seeks,” “estimates,” “continues,” “may,” “will,” “would,” “should,” “could,” and variations of such words and
similar expressions are intended to identify such forward-looking statements. Statements that refer to or are based on
projections, uncertain events or assumptions also identify forward-looking statements. Such statements are based on
management's expectations as of March 28, 2017, and involve many risks and uncertainties that could cause actual
results to differ materially from those expressed or implied in these forward-looking statements. Important factors that
could cause actual results to differ materially from the company’s expectations are set forth in Intel's earnings release
dated January 26, 2017, which is included as an exhibit to Intel's Form 8-K furnished to the SEC on such date.
Additional information regarding these and other factors that could affect Intel's results is included in Intel's SEC filings,
including the company’s most recent reports on Forms 10-K, 10-Q and 8-K reports may be obtained by visiting our
Investor Relations website at www.intc.com or the SEC’s website at www.sec.gov.
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